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GPU

MaccrBHo-napannenbHble BbIYNCINTENBHbIE YCTPORCTBA
@ Pecypcbl Npon3BOAUTENLHOCTM HA MOPSAOK BbILLE MO CPABHEHWIO C NMPOLLECCOPAMU:
~ 1-3 TFLOP/s, ~ 100-250 GB/s
@ AkcenepaTopbl UCMONbL3YIOT COBCTBEHHYIO NaMsATb, gocTynHyto ans CPU vepes
PCl-Express

o CyuiecTBeHHbIV NpUpocT obLLell NPOM3BOAUTENBHOCTMN 1 COKpaLLeHMne
SHeprosaTpaT Aas NOAXOAALNX 3a4ad

o Kak npaBuno, TpebytoT ncnosib3oBaHmne Cneumnann3npoBaHHbIX CTPYKTYP AaHHbLIX U
aNropuTMOB N8 AOCTVXXKEHWUS ONTUMANIbHOW NPON3BOANTENIbHOCTH



[Nleperoc Bbiumncnennii Ha GPU

e Pacnapannenusavune 8 OpenFOAM pocTuraertcs Toabko 3a CHET pasgeneHust
cetkn Mexay MPI-npoueccamu

e Hawnbornee 3aTpaTHbiM siBRsieTCs pewweHne cummeTpuyHbix cuctem (50 — 80%)

MepeHoc meTona conpsixéHHbIx rpaguneHTos Ha GPU:
e Pabora c paspexeHHoli MmaTpuueli cuctemsl Ha GPU
o [Npepobycnaenueatne

o PacnapannenusaHue consepa



Paspexxettble maTpuubl Ha GPU

o EguHcTeeHHas onepauus, Tpebytowasi oNnTMMN3aumm — yMHOXKEHNE Ha MIOTHbIN
BEKTOP

o CyuiecTBeHHO 3aBUCUT OT BbIbOpa CTPYKTYPbl faHHbIX

@ Mo ucnonbsyem dopmat Sliced ELLPACK

o Bornee Bbicokasi nponseoguTensHocTs no cpasHeHnto ¢ bubnnorekamn CUSPARSE,
cusp

o TpebytoT bosblie BpeMeHn ans npeobpasosaHus gopmaTa



Paspexxettble maTpuubl Ha GPU

Kak npaBufio, nopTpeT paspexeHHOW MaTpuLbl OAUHAKOB A5 BCEX PELLUAEMbIX CUCTEM
@ MoxHo BbINnOAHUTL Npeobpa3oBaHue hopmaTa OfuH pa3

@ 3anoMHWTbL MOPTPET 1 Janiee OOHOBNAATL TONLKO HEHY/IEBbIE KOI(OPULIMEHTLI HA
GPU

@ BaxkHas onTumMmusauus ans cnoxteix hopmaTos



Mpeaobycnagnusatue Ha GPU

@ JdppekTnHoe npepobycnasnuearune ans GPU-akcenepatopoe — akTuBHO
uccrenyeMasi Tema
o [Npeobycnaenueatenu ILU-cemelicTea He nogxoasT ans GPU:
o PelieHune TpeyrosbHbIX CUCTEM MAOXO NapaaennTCs
e TpygHocTu ¢ BekTOpU3auuel Koga
@ YpobHo ncnonb3oBaTh NpegobycnaBnnBaTeny, OCHOBaHHbLIE HA MOCTPOEHUN
npubINXEHHON 0bpaTHOW MaTpuULbl SIBHO



AINV na GPU

Ons peanusauun 6611 BoIbpan AINV, npeacraenstowmnii obpaTHyto MaTpuly B Buae
NPOU3BEAEHUS TPEYrONbHbIX:

WTAZ=D+e

W, Z — BepxHeTpeyronbHble C eanHnuamn Ha auaroHann, W = Z gns cummeTpuyHbix
MocTpoeHne napametpusosaHo drop tolerance

o [Mpumenenne Ha GPU — gBe onepauum yMHOXeHUsi pa3peXKeHHO MaTpuLbl Ha
BEKTOP

o Ontumusaums drop tolerance — oTKpbITbIi BONpoc



Bbluncnenune npegobycnasanearens

BpemeHHble 3aTpaThl Ha BoluunciaeHne AINV Ha CPU consmepumsl ¢ BpemeHem
pewenunsi cuctemsl Ha GPU

MbI ncnosiblyem onNTUMU3aLMIO, OCHOBAHHYIO Ha MPEANONOXKEHUN, HTO

nocnefoBaTeNbHO pellaeMble CUCTEMbI UMEOT Baunskne koshduLmeHTs!, 1

npeobycnasnvBaTeny OT paHee PELLEHHbLIX CUCTEM XOPOLLO MOAXOAST As1 HOBbIX
o MoXHO HeckonbKO pa3 nepencnonb3oBaTe NpeaobycnaenmeaTesb

@ MOo>XXHO MOMIHOCTBIO CKpbIBAThL 3aTPaThl, BbIYNC/SAS €r0 aCUHXPOHHO 1
napasnesibHo ¢ pewleHuem cuctemsl Ha GPU



Ontumunzauyuu AINV, cneundpmynbie gns GPU

@ XpaHuTb U NpUMeHsTb NpegobycnaenusaTens B ognHapHoil Tounoctm (float)

o [lepeynopsigounBaHne MHOXUTENENR B IEBO-BEPXHETPEYTONIbHYIO hopMy



Icnonb3oeanune Heckonbkux GPU

o 1 yzen, Heckonbko MPI-npoueccos + 1 GPU

o [NpomexyTouHbIii 3Tan Mexay NoC/iefoBaTENbHON 1 NapasfesibHOl peann3aunsamm
o [NonesHblit pexxum gnsi uccnegosateneii ¢ komnototepamu ¢ GPU

@ Heckonbko yznos, Ncpys > Ngpus
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MPI + 1 GPU

@ GPU ucnonbayertcs macTep-npoueccom
o be3z MPIl-kommyHukauwnii B consepe

o Pewaercsa obbeanHéHHas MaTpuua cucTemsl
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Multi-GPU

Uenb — adbcbekTuBHast peanuzaumsi GPU-pewaTtens gns cnydas

Ncpus > Ngpus

... be3 ogHoBpemerHoro ucnonssosaHus GPU us pasHbix npoueccos
o Konunyectso MPI-npoueccos = konudvecteo CPU-agep

o Kaxablii n3 fOCTYMHbIX aKCENepaTOPOB UCMOJbL3YETCs JINLWb OAHUM
MPI-npoueccom

MpenmyLiecTBa cxeMbi:
o VYeenuyenue 3dhdhekTUBHOCTH

o XOpOLlJaﬂ COBMECTUMOCTb
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MPI-kommyHukauum 8 Multi-GPU

Wcnone3zosanne CUDA+MPI B nnarune:

@ GPU CUBLAS — «pinned»-namats — MPI-pegykuus
@ GPU spgpo <+ onepaTtusHas namsite <> MPI| Send/Recv

MpocTas cxema, He Tpebyet nogaepxkn CUDA B peanusaunmn MPI
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[1pon3BoaMTENBHOCTD

17 y3nos: 2x 6-core Xeon 5650, 3x Tesla M2070
51 GPU, 204 sgpa CPU

Cetka ¢ 50M syeek

Tonbko pecypcsl CPU:

Q 51 sgpo: 2553 s
Q 216 apep: 1314 s

C ncnons3oeannem GPU:
@ 51 agpo + 51 GPU: 633 s
@ 102 agpa + 51 GPU: 525 s
© 204 agpa + 51 GPU: 531 s
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