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AnHoTanusi. Mozeinu ¢ apxuTekTypoit cMecu skcneptoB (Mixture-of-experts, MoE) TpeOyIoT 3HaUHTENbHBIX
pecypcoB I XpaHEHHS M BBHIIONHEHHsA, II09TOMYy HX CXKaTue SBISIeTCS AaKTyalbHOHW 3ajadeil.
TTocTTpeHnpoBOYHOE KBAHTOBAHUE BECOB — OJUH U3 Hanbosee 3¢ PeKTUBHBIX CIOCOO0B yMEHBIICHHS pa3Mepa
MOJIEJIH, O/IHAKO CYLIECTBYOIME MeTObI, HarpuMep Metox GPTQ, npu npsiMoM npuMenenun k mozaen MoE
paboTaloT Xy)ke H3-32 HEPAaBHOMEPHOH AaKTUBAIUHM HKCIEPTOB M OCOOCHHOCTeHM Maprupyrmsaruu. Jlms
yCTpaHEeHHs yKa3aHHBIX HeJOCTaTKOB B paboTe mpeoskeHsl Tpu Moxudukanuy. Ilepas — ¢popMupoBanue
KanMOpOBOYHOrO HAOOpPa C MOBBIIICHHOI SHTPOIHEI AKTUBAIMIT HKCIIEPTOB 32 CYET CEMIUIMPOBAHUS JAHHBIX
U3 pa3HbIX JIOMEHOB. BTopas — B3BeIIMBaHue reccuana ko3 GuiMeHTaMu MapiipyTu3aTopa ajs 6osee TOUHOM
OLICHKM BKJAaJa JKCIEPTOB. TpeTbs — BBEACHHE METPUKH YyBCTBHTEIBHOCTH OKCIEPTa, IO3BOJLIOIICH
Ha3Ha4aTh JBYXOMTHOE KBaHTOBaHHE HaNMeEHee 3HAYMMBIM OKCIEpTaM U TPEXOHTHOE — OCTAIBHBIM.
OkcnepuMentsl Ha Mozenn Qwen3-30B-A3B u Mixtral-8x7b mokasanu, 4TO NPEATIOKEHHBIH METOX
MIPEBOCXO/NT CylIecTBylomue aHajgorun B pexxume INT3, a ucrnosnb3oBaHHE METPUKH UYYBCTBHTEIBHOCTH
HO3BOJISICT HOHU3UTH CPEIHIOI0 OUTHOCTD IS MOJENH 10 2.8 ¢ MUHUMAJIBHBIM I1aJICHHEeM KadecTBa FeHepaiu
TeKcTOB. IlomydeHHBIe pe3yabTaThl NOATBEPKAAIOT 3(G(EKTHBHOCTh HPEITOKEHHBIX MOAU(PUKAIMHA 1
OTKpBIBAIOT IyTh K 00J1€€ KOMIIAKTHOMY pa3BEpThiBaH1I0 MOE-Moeneit.
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Abstract. Models based on the Mixture-of-Experts (MoE) architecture demand substantial storage and
computational resources, making their compression a pressing challenge. Post-training weight quantization is
among the most effective means of reducing model size; however, existing methods such as GPTQ exhibit
degraded performance when directly applied to MoE models due to imbalanced expert activation and the
specific nature of sparse routing. To address these limitations, this work introduces three modifications. First,
a calibration dataset with elevated expert activation entropy is constructed by sampling data from diverse
domains. Second, the Hessian matrix is weighted by router coefficients to better capture the contribution of
individual experts. Third, an expert sensitivity metric is proposed, enabling 2-bit quantization for the least
important experts while retaining 3-bit precision for the remainder. Experiments on the Qwen3-30B-A3B and
Mixtral-8x7b model demonstrate that the proposed method outperforms existing approaches in the INT3
regime, and the sensitivity metric further reduces the average bit-width to 2.8 with minimal degradation in text
generation quality. These findings confirm the effectiveness of the proposed modifications and pave the way
toward more compact deployment of MoE models.
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1. BeedeHue

Bonbiime s3pikoBbie Mogenu (Large Language Models, LLM) no6uinch BIEUYATISIFONIMX YCIIEXOB
B IIMPOKOM CIIEKTpe 3agad OOpabdOTKM €CTECTBEHHOTO S3bIKa, BKIIOYAs MOHHMAHHE TEKCTa,
JIOTUYECKHE  PACCY’)KACHHS M TEHEpallio  KOHTEHTa, JEMOHCTPUPYS  IPEBOCXOIHYIO
MPOU3BOANUTENFHOCTh U alalTUBHOCTS [1-2]. OHAKO CTPEMUTENBHBIH POCT Pa3sMEpPOB MOAENICH —
coBpeMeHHble (narmaHckue LLM HacuUTBHIBAIOT JECATKM M COTHH MMJLIMApAOB IapaMeTpOB —
o0opauuBaeTcss CepbE3HBIMU MpPOOIEMaMH, CBA3aHHBIMU C HAarpy3Koidl Ha BBIYUCIHTEIbHBIC
pecypchl U BHICOKUM HOTpeOineHneM namstu [3-4]. OTu orpaHu4eHust CTAHOBSATCS KPUTHUECKUMH
Npu pa3BEPTHIBAHMM MOJENe Ha YCTPOMCTBaX C OrpaHMYEHHBIMH PECypcaMu M B CLEHApHUsX,
TpeOyromux 00paboTKU GONBIINX MOTOKOB 3aIIPOCOB.

B xauecTBe NEPCHEKTUBHOTO PELICHUS JUIS CHIDKCHHS BBIYUCIUTEIBHBIX H3JEPKeK MpU 00ydeHnn
u uH(epeHce OblIa PeAToKeHa apXUTEKTypa «cMech skcnepTos» (Mixture of Experts, MoE) [5-6].
ITopxon MoE no3BonseT HapaluBaTh 00lIee KOIUMIECTBO IapaMeTpOB MOJEIH, COXPAHs YUCIIO
AKTHBHBIX (33€HCTBOBAHHBIX A1 0OpaOOTKM OJHOrO TOKEHA) HapaMeTpoB Ha OTHOCHTENIHHO
MOCTOSIHHOM ypoBHe. biaronapsi HCIOJIb30BaHUI0 MHOXKECTBA CIIENMAIN3UPOBAHHBIX MOACETeNH —
«IKCTIEPTOB» — M MEXaHH3Ma pa3pekeHHON Mapmpytu3anuu, MoE oGecnieunBaet 3dhekTuBHBIC
BBIYMCIICHUS, OTKpPBIBasl MyTh K CO3MaHHIO Oonee EMKHX MoZENeil B YCIOBHAX OTPaHUYCHHON
BBIYMCIUTENHLHON MOLITHOCTH.

Tem He MeHee, Jake NIPU UCNIOIb30BaHMU MOE-apXuTeKTypsl pazMep MoJeNel B IaMATH OCTaéTcs
3HAYUTENBHBIM, 8 00BEM 3aHMMAaeMOro JWUCKOBOTO IPOCTPAaHCTBA M TPeOyeMOW OIepaTUBHOM
NaMsATH TO-NPEeXKHEMY OrpaHMYHMBAaeT MX IpakTH4Yeckoe npumeHeHue. OnHuM u3 Haubojee
JIECTBEHHBIX CHOCOOOB YMEHBIIEHHs JTUX TpeOOBaHM SBIISETCS KBAaHTOBaHHE — IpoLExypa
MOHIDKEHMS. Pa3psiIHOCTH TpeJCTaBiIeHHsl nmapamerpoB Mojenu. OnHako NpsiMoe MpUMEHEHHe
CTaHIapPTHBIX METOJIOB MOCTTPEHHPOBOYHOTO KBAHTOBAHMSI, XOPOIIIO 3apEKOMEHJOBABIINX ce0s Ha
IUIOTHBIX apXUTEKTypax, K MOAENSIM CO CMECHIO SKCIIEPTOB COIPSDKEHO C PSIOM CIELH(PHISCKIX
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TpyOHOCTEH, OOYCIOBICHHBIX HEPABHOMEPHOH aKTHBAllMEH OKCIEPTOB M OCOOCHHOCTSAMH
MapmpyTtuzaimd. Hacrosimas paboTra TOCBslIeHAa pa3paboTKe H  IKCIEPHMEHTAIbHOMY
obocHoBaHMO Moaupukaimii meroma GPTQ, HampaBieHHBIX Ha MPEOJOJCHHE YKa3aHHBIX
OrpaHUYCHUIT 1 TOBBIIICHHE () (PEKTHBHOCTH KBaHTOBaHHs MOE-Moneneii.

2. OCHOBHbI€e NMOHsIMUSI

2.1 Apxutektypa «Mixture of Experts»

Nnes «Mixture of Experts» Bocxomut k Hagamy 1990-x romos [7], 0JHaKO peaybHBIH NPOPHIB B
IPUMEHEHHH K OOJIBIINM S3BIKOBBIM MOJEIISIM Ipou3oén noxxe. B nepuox 2020-21 rogos Google
npeacraBun apxutektypsl GShard [8] u Switch Transformer [9], xoTopble BrepBbIe yCIEIIHO
unTerpupoBanu MoE-ciou B riy6okue Tpanchopmepsl.
B TpaaunuoHHON apXHUTEKType S3BIKOBOM MOJEIH, MPEICTaBICHHOM B Buae Tpancdopmepa [10],
KaXIbIil TOKEH MPOXOAUT Yepe3 OJMH U TOT )K€ CIIOW OJTHOHAIpaBJIeHHOH HelponHoii cetu (Feed-
forward network, FFN). I[lpu macmraOupoBaHuu MOJENU 3TO NPUBOJAUT K OBICTPOMY PpOCTY
BBIYUCIHUTENbHBIX 3aTpaT. MoE mpeanaraeT NpuUHIUNUAIBHO HMHOM IOAXOJ: BMECTO OIHOTO
yHuBepcanbHoro FFN-60ka ucnons3yercs Lenslii Habop «3IKCIepTOB» — HEOOIBIINX HEHPOHHBIX
cereit (0ObuHO Takux ke FFN-moayneit), — a cnenuanbHeld poyTep (MM MapIpyTH3aTop) Ui
Ka’kJIOTO BXOAHOTO TOKEHA BBIOMPAET JINIIb HECKOIBKHUX U3 HHUX. B pe3ynbrate Mojenb coxpaHser
BBICOKYIO €MKOCTH (00IIee JHCII0 MapaMeTpoB MOXET OBITh OTPOMHBIM), HO JUISl KaXKJJOTO TOKeHa
aKTUBUPYETCS JIMIIb Mayas AOJsi OTHX MapaMeTpoB, YTO IIO3BOJSAET YAEPKHBATh O0BEM
BBIUHCIICHUI IPHMEPHO Ha OTHOM YPOBHE.
ITycTh x — BEeKTOp BXOJHOI MOCTEI0BATEIBHOCTH JUISl OJJHOTO TOKEHA. Pe3yIbTaT BRIYHCICHHS IS
o6sraHoro FFN-ciiost MoxxHO 3anmcats kak y = f(x). OnHako B citydae ucnons3oBanus MoE FFN-
4acTh 3aMEHseTCsl Ha Habop AKCIEPTOB f1, f5, ..., fy ¥ poyTep G. PoyTepoMm, Kak MpaBuIIO, SIBISETCS
JIMHEHHBIN CIIOH, KOTOPBI BEMUCIET BeKTop 3HaueHuit h(x) = W,.x + b,, rne W,, b, - obydaemsie
napametpsl. [Tocae nmpumensiercs GyHKnus softmax mo K HanOONBIINM 3HaYEHHSM BEKTOpa IS
BBIUHCIICHHS BeKTOpa ko3 dunuentoB MoE cros:
G(x) = softmax(TopK (h(x),K))
Boixon MoE-cios s TokeHa MpeacTaBiseT cOOOH B3BEHICHHYIO CYMMY BBIXOAOB TOJBKO TEX
9KCHEPTOB, KOTOPBIE OBLIH BBIOPAHBI POYTEPOM:
y= Y Gi(fikx)
i€TopK(h(x),K)
Takum 06pazom, Ul KaXJ0ro TOKeHa BHYTPH Kaxnoro MoE-cios ncrons3yercs cBoif Habop u3 K
sKkcneproB. Hanpumep, onHol u3 paccmarpuBaeMbIX B pabote Mojeneii siinsiercs Qwen3-30B-A3B
[11], nnst xoTopoit K = 8, N = 128, TO ecTh 1107151 aKTUBHBIX MAPAMETPOB COCTABISIET MPHUMEPHO
6.25%. VImeHHO 3TO M a€T OCHOBHOH BBIUTPHIII B BEIYUCIUTEIBHON 3 PEKTHBHOCTH.

2.2 CxaTue 60nbLUKX A3LIKOBbLIX Moaenen

Kaxk 6b110 cKa3aHO paHee, coBpeMeHHbIe LLM, B TOM 4ncie nmocTpoeHHbIe o apxuTtekrype MoE,
HACYUTBIBAIOT MWUIAAPABI U ACCATKH MWIJIMApPAOB IapaMETpPOB. XpaHeHHe TAaKHX Mo;[eneﬁ B
CTaHIapTHOM 16- mmu 32-6uTHOM uHCIOBOM (opmare TpeOyeT OEeCSATKOB U COTEH Iurabait
JUCKOBOTO IpOCTpaHCTBa. Jlis CHUDKEHUs TpeOOBaHMI K MaMATH U JUCKOBOMY XPaHMIUILY
pa3paboTaH psiJ MOIXOAO0B, O0OBEIUHIEMBIX OOIIMM TEPMUHOM «CxKaTHe Mojenei». Cpemu HUX
MOJKHO BBIJEIUTh TaKUE KaK:

e jqucTwiuIsinMs 3HaHMmil [12-13] — oOyueHMe KOMIAKTHOW MOJAENHM «YyYeHHKa» Ha
BBIXOJHBIX PaCIpeieNeHUsAX OOIbIION MOJETH «YyUUTEND;

* mnpopexuBanue (pruning) [14-15] — ynaneHue HauMeHee 3HAUUMBIX BECOB MU IIENBIX
CTPYKTYPHBIX OJI0KOB (HEHPOHOB, KaHAJTOB) U3 Tpada BHIYUCICHU;
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e MmaTpuyHas ¢axropm3auusa [16-17] — mpeacTaBneHMe MaTpPHIl BECOB B BHIC
MIPOM3BEICHUS MAaTPUL] MEHBIIETO PaHTa;

* KBaHTOBaHMe [4,18] — yMeHblIeHHE Pa3psIHOCTH IPEICTaBICHUS MapaMeTpoB W/UIH
aAKTUBAIH.

B nanHoll paboTe Bce BHUMaHME CKOHIIEHTPUPOBAHO Ha aNrOPUTMAaxX KBAaHTOBAHMUS, IOCKOIBKY
Cpely NepEeUYrCIICHHBIX METOI0B Ha CETOHSAIHUN I1eHb OHU SABILIOTCS Hanboiee 3¢ GEeKTUBHBIM U
YHHUBEPCAIBHBIM UHCTPyMeHTOM cxatuss LLM. OCHOBHbIE IpeHMYIIecTBa 00YCIOBICHBI TEM, YTO
KBaHTOBaHME HE TpeOyeT IJIMTENBHOTO J000y4eHHs (B OTIMYME OT JUCTIUIALMH 3HAHUM),
MO3BOJSIET COKPATHTh pa3Mep Mopenu B 2—4 pasa 06e3 KaracTpoUUYecKod IOTepu KauecTBa W
HamnpsIMyIo yCKOpsIeT BBIYHCICHHsS HAa COBMECTHMOM ammapaTHOM obecriedeHnu. Bomee Toro, B
WHIYCTPHATBHBIX PEIICHHAX KBAHTOBaHHE IIOTYyYHIO OCOOSHHO IIMPOKOE PACIPOCTpaHEHHE
6aromapst TOMy, 9TO JIETKO COYETAETCS ¢ APYTHMH MOIXO0AaMH 110 yMEHBIICHHIO pa3Mepa MOIeNeH.

2.3 KBaHTOBaHMe napameTpoB

2.3.1 OnpegeneHune U cBoucTBa

bonee ¢opmanbHO 1O KBAHTOBAaHMEM B KOHTEKCTE HEHPOHHBIX CeTed MOHHMAaeTcs
peoOpa3oBaHUe YUCEN U3 BEICOKOTOYHOTO IpesicTaBienus (Hanpumep, FP32, FP16) B quckpeTtHoe
Hu3KopaspsaHoe mnpencraBieHue (00braHO INT4, INT3, w T.n.). B nanHoM uccnenoBaHuu
paccMaTpuBaeTcs Haubollee paclpocTpaHeHHOe paBHOMepHoe kBaHToBaHue (INT), xoTopoe mns
CKaJIIPHOTO BEIIECTBEHHOTO 3HAYEHHS 1" ONPEAEIACTCS 0TOOpaKEHHEM:

q = clamp(round(—),0,2° — 1),

r—Z
s
rzie b - gucno OuT; S, Z - napaMeTpbl KBaHTOBAHUS (MOTYT OBITH 00y4YaeMbIMH HJIM KOHCTaHTHBIMH);
round(-) - omeparms OKpyrieHus Ao Ommkaimero nemoro. dynkiwms clamp(-) orpaHUYMBaeT
BXOJHOE 3HAUeHWe 3aJaHHBIM mHTepBanoM [0,2° —1]: ecnw 3HadeHWe BHIXOMUT 33 HIDKHIOO
rpaHuIy, Bo3Bpamaetcs 0; eciH 3a BEpPXHIOI, TO OKpyTisercs 10 22 — 1; B ocTalmpHBIX CTydasx
BO3BpalaeTcs camo 3HaueHue. Kak npumep, B ciaydae, koraa b = 4 monydeHHOE 3HAYCHHE § HMEET
¢dopmar INT4.

Boccranosnenue mpuOIMmKEHHOTO HCXOTHOTO 3HAYCHUS (JIEKBAHTOBAHHE) BBITIOJIHSACTCS 00paTHBIM
peoOpa3oBaHUEM:

Tgeq =5°q+z

OTa nporeaypa HeoOXoJuMa ULt TOro, YToOkI puBecty kBanToBaHHBIE INT Beca k popmary FP, B
KOTOPOM Jiajiee IPOU3BOJUTCS MaTpUYHOE YMHOKEHUE Ha aKTUBALUK U BBINOJIHAIOTCS OCTaIbHBIE
apudmeruueckue omneparuu. CrnemyeT OTMETUTb, YTO IIapaMeTpbl KBAHTOBAHUA S,Z TaKKe
MOJUIeKAT XPAaHEHUIO B MaMATHU IJIsl MOCIENYIOUIEro AEKBaHTOBAHUS, MPUYEM KaKIbli M3 HHUX
nperncrasiserca B popmare FP16. BenencTue 3T0ro KBaHTOBaHHE IPUMEHSIETCS HE K OTJEIbHBIM
BecaM, a K IpyNaM NapaMeTpoB, YTO IO3BOJIIET COKPATHTh O0BEM JOIOIHUTENBHO XPAaHUMON
uH(OPMAIUY U, KaK CJIeICTBUE, yMEHBIIUTb 00Ul pazMep MOJENH B aMATH.

2.3.2 MeToAbl NOCTTPEHMPOBOYHOrO KBAHTOBaHUA

B 3amayax cxaTHs HEHWpOCETEBBIX MoJENeil BBIICNIAIOT [Ba OCHOBHBIX KJacca METOJOB
KBAaHTOBaHUS: KBaHTOBaHHWe ¢ aooGydeHmeM [19-20] (Quantization-Aware Training, QAT) u
nocrrpeHupoBounoe kBanrtoBanue [4,18,21] (Post-Training Quantization, PTQ). [lpu
ucnonb3oBaHud QAT Monenb MPOXOAUT NOTONHUTENBHBIA LUK OOYydYeHHs, B XOJ€ KOTOPOTO
CHMYJIMpYyeTCsl BIMSHHWE KBAaHTOBAHWS, YTO IIO3BOJIICT BECaM aJANTHPOBATBCA K HMOHWKCHHOH
TOYHOCTH W MHUHHMMH3HMPOBATH MOTEPH KauecTBa. TakoM MOAXOJ, KaK MPaBUJIO, AAET HAMIy4IlIne
Pe3yJIbTATHl C TOYKU 3PEHUS] HTOTOBOI TOYHOCTH, OTHAKO TpeOyeT MOJHOTO Habopa 00ydaromux
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JIaHHBIX, JIOCTYIIA K TOJTHOMY BBIYHCIIUTETEHOMY Ipady MO U 3HAUUTENBHBIX BBIYHCITHTEIBHBIX
PEecypcoB, COIIOCTaBUMBIX C 3aTpaTaMH Ha HCXOJHOE O0yUeHHe.

B ormmune ot QAT, moCTTpeHNPOBOYHOE KBAHTOBAHHE NIPUMEHSETCS K y)kKe 00Y4CeHHOH MOJIENH
0e3 IOMOIHUTEIbHON HACTPOMKU MapaMeTpoB MM ¢ MUHUMAJIbHOH KanuOpoBKOil Ha HEOOIbIIOM
HOAMHOXKECTBE JaHHBIX. Takoi moaxon He TpeOyeT HH IOIHOTO Habopa UCXOAHBIX 00y4aroIIuX
JAHHBIX, HMU JIOPOTOCTOSIIEro IepeoOydeHus, 4YTo JeldaeT ero INpaKTUYeCKH EIUHCTBEHHO
BO3MOXKHBIM pEIICHHEM Ui NPUMEHEHHs K OOJBIIMHCTBY cOBpeMeHHbIX LLM B yclioBHsx
OrPaHHYCHHBIX BBIUMCIHUTENBHEIX pecypcoB. B Hacrosmiei pabote (okyc cO3HATENBHO CleNaH
HUMEHHO Ha METO/aX IOCTTPEHUPOBOYHOIO KBAHTOBAHHS.

3. MocmaHoeka uccriedoeamesnibCKol 3adavyu

Ilepexons oT o0mmero NOHMMaHHUs KBAaHTOBAHHSA KakK MPOLEAYPHI CXKATHSA BECOB MOJENH K Ooiee
Y3KOH U IPaKTHYECKU 3HAYUMO} IIOCTaHOBKE, CHOPMYITHPYEM HCCIICIOBATENBCKYIO 3a/1ady JaHHON
paboTel. CoenuHeHHE BBEJCHHBIX paHee MOHATUH — apxurekTypsl MOE u MeTonos
HOCTTPEHUPOBOYHOTO KBAHTOBAHMSA — IO3BOJIAET OUYEPTUTh KOHTYPHI MpoONeMbl, KOTopas Ha
HepBbIA B3IV BBIITIAAUT AOCTATOYHO HpsMOIMHEHHO. B camoil oOmeit popmynauposke 3amaua
MOXeT OBITh CBEJEHAa K HPOCTOMY TpeOOBaHHIO: HeoOXomumo cxarTh Beca MoE-monenu mpu
HOMOIM METOJOB IIOCTTPEHHPOBOYHOTO KBAaHTOBAHUS HACTOIBKO CUJIBHO, HACKOJBKO 3TO
BO3MOXHO, HE JONYCTUB IPH 3TOM MaJEHHsA KauecTBa I'eHEpalluM TEeKCTa. Takas MOCTAHOBKA,
OJIHAKO, SIBJIAETCS UPE3MEPHO LIMPOKOI: Il Mepexosia K KOHKPETHOMY TEXHHYECKOMY PEIICHUIO
TpeOyeTcss AeTalbHOE M3YYeHHE CYIIECTBYIONIEro apceHalla METO/OB, IIPE/CTaBICHHBIX B
JHTEpaType, U BCECTOPOHHSS OLEHKA TOTO, HACKONBKO MMEIOIINECS MOAXObI CIIOCOOHBI yIeCcTh
cneuudpuxky MoE-apxurekryp.

AHanu3 CyIIeCTBYIOIIMX MOAXOAOB K KBaHTOBaHUIO MoOE-monenel, moapoOHbIil 0030p KOTOPBIX
OyJIeT mpeJicTaBIIeH B CIEMYIONIEM paszielie, oKas3all, 4YTo HanboJiee 3pelible U XOPOIIO H3ydeHHbIe
HOIXOABI Pa3padaThIBAINCh M OTIAKUBAINCH NMPEHMYNIECTBEHHO Ha OOBIYHBIX apXHTEKTypax
tpancdopmepoB. Mx >ddekTHBHOCTE MOATBEpXkKIEHA MHOTOYHCICHHBIMU SKCHEPUMEHTAMH Ha
Monensx cemeiictBa LLaMA [22], roe aktuBamus BecoB MLP (multilayer perceptron) 6ioka
MPOHMCXOAUT PAaBHOMEPHO, a KaXKIbIi TapaMeTp 3aefcTByeTcs Ipi 006paboTke JIF060Tr0 BXOZHOTO
TOKeHa. B To e BpeMs ITONBITKH MPSIMOTO TIEPeHOCca 3THX MeTo 0B Ha MoE-Moznenu 6e3 yuéra nx
crerpUKA JEMOHCTPUPYIOT OIyTHMOE CHIDKCHHE KadecTBa, OCOOCHHO IPU Mepexojie K HU3KUM
Pa3psITHOCTSM, TakuM Kak 3 wnn 2 O6uta Ha Bec. IlpmumHa Takoro pacxoXIEHHUS KpPOETCs B
(yHIaMEHTaIbHOM OTJIMYMM XapakTepa MCIOJIb30BaHUS mapaMeTpoB: B MoE-cimoe skcmepTs
aKTUBHUPYIOTCS Pa3pEKCHHO U HEPABHOMEPHO, HX BKJIAJl B UTOTOBOE IIPEICTaBICHUE MOy IUPYeTCs
k03¢ }uUIMeHTaMU MapHIPyTU3aTOPa, a CTATUCTHYECKUE CBOMCTBA aKTHBALUi{, UCIIONb3yeMble UL
OLIEHKU YYBCTBUTEIBHOCTH BECOB K KBAHTOBAaHMIO, MOTYT CYIECTBEHHO BapbUpPOBAaThCA OT
9KCIIepTa K IKCIIEPTY.

TakuMm 00pa3oM, MCCIeIOBaTeNbCKAs 3aqada JaHHOW pabOoThl 3aKIIOYAeTCs HE B M300peTeHHU
NPUHIWUIINATEHO HOBOTO alrOPUTMAa KBAaHTOBAHUS, a B IIEJICHAIPABICHHOW MOIMGHKANU U
PaCIIUPEHUHN CYLIECTBYIOMIUX OJX0J0B C BOBMOXKHOCTBIO YUUTBIBAHUS CIIENU(BUKU pa3peKeHHON
MaplIpyTH3allud M, Kak CJIeACTBUe, oOecredeHHs Oojiee BBICOKOTO KadecTBa CXATHA IIPU
9KCTPEMaJIbHO HU3KUX OUTHOCTAX.

4. 0630p cyuwsecmeyroujux Nnodxodoe

OpHo U3 NepBBIX paboT, CUCTEMAaTHIECKHU HCCIIEAYIONX ITOCTTPEHHPOBOYHOE KBaHTOBaHNEe MOE-
Mmozenei, sBusercss QuantMoE-Bench [23]. ABTOpel NpOBOAST BCECTOPOHHMI —aHAIU3
YyBCTBUTEIBHOCTH PAa3IMYHBIX KOMIIOHEHTOB AapXHTEKTypbl K HOHIKEHHIO DaspsIHOCTH ¥
MOKa3bIBAIOT, YTO pa3Hble 4acTH MOE-cnoéB TpeOyioT pasHOro umcia OHUT JUISL COXPaHEHUS
kadecTBa. Ha ocHOBe 3THX HaOIIONEHUH TIPEIOKEHbI SBPUCTUKH JUIS pacipeieIeHnst ONTHOCTH U
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METO/Ibl OIIEHKU BaXKHOCTH JMHEHHBIX CIOEB, YYHMTHIBAIOMINE BHIOpoCcH! akTuBanuil. QuantMoE-
Bench onpenensier obume npuHIMNE KBaHTOBaHKUS MoE-Mozenei, HO He 1aéT TOTOBOTO PEelIeHNs,
YUYHTHIBAIOIIET0 OCOOEHHOCTH KOHKPETHOTO KalnnOpOBOYHOr0 Habopa.

Cnenyromum marom crana padora MoEQuant [24], B KOTOpoii BHUMaHUE COCPEIOTOUEHO Ha JBYX
Tunax aucoananca, npucymux MoE: MexsKcliepTHOM U BHYTPUIKCIIEpTHOM. [l UX yCTpaHeHHs
IpeJUIokKeHb! 1Ba MeTofa. [lepsblil ¢opMupyer kamuOpoBouHbI HaGOp co cOaTaHCHPOBAaHHOU
aKTHBallUel DKCIEPTOB, UCIOJB3ys KyMYJIATHBHBIE BEPOSTHOCTH TOKEHOB. Bropoii BBOIUT B
HpoleAypy KBaHTOBaHUS HMH(GOPMALMIO MEXKAy OKCIEpTaMH U BXOJHBIMU IPHMEpaMU.
OKCIEepUMEHTHI Ha HECKONBKUX MOE-MoemX 1eMOHCTPUPYIOT 3HAYUTEIbHBII IPUPOCT TOYHOCTH
1o cpaBHEHHIO co cTanmaptHeiM GPTQ.

I'ubpunnbii monxon MC-MoE [25] oObenuHsieT craTMYeCKO€ KBaHTOBAaHHWE M JAMHAMUYECKOE
MIPOPEXXUBAHUE /IS JIOCTIDKEHUS dKcTpeManibHoro cxarust MoE-moneneit. MC-MoE ne Tpebyer
J0OOYYeHUsI M UCHONb3yeT MH(OPMAIHMIO O 3HAYMMOCTH KaK AKCIEPTOB, TAK U TOKEHOB JUIL
MaKCUMU3aLUK CTEICHHU CKATHs IIPU MUHMMAJIbHOU MOTEPe TOYHOCTH. ABTOPBI AEMOHCTPHUPYIOT,
9TO IPH CpeHEM pa3Mepe Beca 2,54 6uta MeTox cxumaeT 76,6% MoIenH, Tepss B CpeIHeM JIMIIb
3,8% tounocTH. PaboTa mokasaTensHa TeM, 9TO IEeMOHCTPUPYeET 3Q(EeKTHBHOCT KOMOHMHUPOBAHHS
Pa3sIMYHBIX METOOB CxKaTHs 1 MoE-apXxurekryp.

Takum 06pa3oM, aHaJIU3 TUTEPATy Pl BBIABIACT TEHICHIUIO YBOIIOLUH OT OOLINX METOJOB OLEHKU
U yCTaHOBIEHHs 0a30BBIX 3aKOHOMEPHOCTEH KBaHTOBaHWs Helpocerell ¢ MoE apxuTekTypoii k
CO3[JaHHMIO Y3KOCIELMAIU3UPOBAHHBIX IOAXOJO0B, HAMpPaBICHHBIX HA YCTPAaHEHUE YaCTHBIX
npobmeM. Hacrosmias paboTa mpojoibKaeT 3Ty JMHHUIO, Mpesaras KOMIUIEKC MOAM(pUKAIM,
KOTOpBIE MOTYT OBITh WHTETPHPOBAHBI C CYNIECTBYIOIIMMH IIOAXOJaMH JUIS JaldbHeHIIero
MOBBIIIEHUS 3)PEKTUBHOCTH KBaHTOBaHUSI MoE-Mozerneit.

5. [pednazaembili Memod

Omnupasich Ha Pe3yNbTaThl aHATN3a CYIIECTBYIONINX PEIICHUH U BBISIBICHHBIE B HUX OTPAaHHYCHHUS,
B HACTOSIIEM pasJieNie IPEACTaBICH pPa3pabOTaHHBIA aBTOPOM KOMIUICKC B3aMMOCBSI3aHHBIX
MoauduKanul, HAmpaBICHHBIX Ha IMOBBINEHHE 3(P(EKTUBHOCTH MOCTTPEHUPOBOYHOIO
KBaHTOBaHUs MoE-moneneii.

5.1 ®yHKUMA NOTepPb C y4eToM K03ap(hpuLMeHTOB MapLLUpyTU3auum

B kauecTBe MOCTTPEHHPOBOYHOIO METOJa KBAaHTOBAHUS B JIAHHOW paboTe MCIHONB3YeTCS METO.
GPTQ [18]. OH BBINONHSIET KBAHTOBAaHUE BECOB HE3aBHCHUMO JIJISI KAXKIOTO JIMHEHHOTO CIIOSI CETH.
[Tycts W - Beca nuHeHHOTO cios, a X- BXOIHBIE JaHHBIE ATOTO CJIOSI, MOTy4YEeHHbIE Ha HEOOIBIIOM
MOJMHOXKECTBE KaTMOPOBOUHBIX JaHHbIX. Toraa 3amadya BOCCTAaHOBIICHHS —OIPEACNACTCS
CIICAYIOIUM 00pa3oM:

argmin- ||[WXT — WXT||3
w

Jlannas ueneBas (yHKUMs, TPEACTABISIONAas cOOOW CyMMy KBaJpaToB OIIHOOK, 00pasyer
KBaJIpaTUYHYIO 3aJady, 4TO IO3BOJIIET BBIUUCIATH KAJHOE ONTUMAaJbHOE OOHOBJIEHHE BECOB
MTO3JIEMEHTHO € Hcronb3oBaHueM reccuana H. B GPTQ reccnan BeauciseTcst Kak SMIupAdecKas
marpuna Gumepa no popmyne H = 2XXT. BaxHo, 4TO BEIYHCIAETCA HE TOYHBIH TeccHaH QyHKIUH
MOTEPb, a €ro anMpPOKCHMAIHUS Yepe3 CTATHCTUKY BXOAOB, KOTOPYIO MOXKHO 3((EKTHBHO MOTYYUTh
3a O/IMH MPOXOJ IT0 KAIUOPOBOYHEIM JaHHBIM. MIHTYHIHS TOIOOHOTO BEIYHCIICHUS KPOETCS B TOM,
YTO UMEHHO Te€CCHaH KOAUpYeT MHPOPMALHUIO O TOM, KaK CHIFHO OMIMOKA KBAHTOBAHUS TOTO HIIH
WHOTO Beca MOBIMSET HAa BBIXOJA CJIOS: HAlpaBieHUs ¢ OoybplIMMHM 3Ha4YeHUssMd B H Oonee
YYBCTBHUTEJBHBI K ONIMOKE, MOATOMY METOJ| KBAHTYET Beca B MOPSIKE YObIBAHHS JAUArOHAIbHBIX
2JIEMEHTOB H 1 KOMIIEHCHPYET BO3HHKIIYIO OIMOKY Ha OCTABIIUXCS, elIé He KBAHTOBAHHBIX BECAX,
MHHUMH3HPYSI B3BEIICHHYIO TE€CCHAHOM OIIHOKY.
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CTOHUT OTMETHTb, YTO B JAHHOM HO/IXO0/1€ HUKAK HE YUUTHIBAeT CTpyKTypa MoE-Moeny, IoCKOIbKY
KaIbI{ TMHEHHBIN CII0M 1moiryyaeT cBoi Habop akTHBaLMid. B cBsI3u ¢ 3TUM B paboTe npeiaraercs
JIOTIOJHUTH BBIYHCIIEHHE TeCCHAaHA 3a cUeT Ko (QUIIEHTOB MapIIpy TH3AINH:

H=2(X"o)XT,
TZie € - BEKTOp, COCTOSIIMI U3 3HaueHUM MapupyTtu3atopa G I KaXJI0ro TOKEHa U3 BXOJHOU
MOCIIEA0BATENBHOCTH, KOTOPBIA OyeT 00padaThiBaThCsi COOTBETCTBYIOIINM SKCIIEPTOM.

5.2 C6anaHcupoBaHHbIN HAbOP KaNnMOGPOBOYHbIX AAHHbIX

CranjgapTHass I[polenypa IOCTTPEHMPOBOYHOIO — KBAaHTOBAHUS — SI3BIKOBBIX  Mojened ¢
ucnosnp3oBanueM Merona GPTQ omumpaercs Ha KamuOpOBOYHBIE HAOOPEI, CHOPMUPOBAHHEBIC W3
00IIEOCTYMHBIX TEKCTOBBIX KOPIYCOB, Takux Kak wikitext2 [27] umu C4 [28]. Jlns oObIYHBIX
TpaHchOpMep-MOeNe TaKoi MOAXOM SBISETCS ONPaBIAaHHBIM, IOCKOJNBKY KaKIBIH HapameTp
MOJIENHU 3a/IeHCTByeTCs MpU 00paboTKe 0000 BXOAHOTO TOKEHA, W CTAaTHCTHUECKUE CBOWCTBA
AKTHBallUi, HAKOIUIGHHBIE Ha JIOCTATOYHO IPEICTABHTEIBHON BBIOOPKE, A/IEKBATHO OTPAXKAarOT
YYBCTBHUTEJILHOCTh BECOB K KBAHTOBAHHIO.
Opnnako B cixyyae MoE-moneneli mpsiMoe IpHIMEHEHUE TeX Ke KaTHOPOBOYHBIX HAOOPOB MPHBOHUT
K 3aMETHOMY CHM)KEHHIO MTOIOBOIO KayecTBa KBAHTOBaHHOHN moxenu. IIpuumHa 3akirouaercst B
¢dyHnameHTabHOM cBoWicTBe MOE-C0EB: MapmipyTH3aTOp HampaBisieT Pa3iM4Hble TOKEHBI K
Pa3JInYHBIM MTOJIMHOKECTBAM DKCIIEPTOB, MPUUYEM paclpesieeHle aKTUBAUi MEXIy dKCIepTaMu
MOXKET SIBJISIThCSL KpaiiHe HepaBHOMEPHBIM.
JIJIs1 KOMTMUECTBEHHOM OIICHKM CTENeHU COAIaHCHPOBAHHOCTH aKTUBALIMI KCIEPTOB B Ipeaenax
ogHoro MoE-6noka npeiaraeTcs UCIOAb30BaTh SHTPONUMHBIN kpuTepuid. IlycTh 11 3a1aHHOTO
MoE-cnos ¢ HOMepoM [, comepxamiero P 9KCIEpPTOB, Ha HEKOTOPOM KalnOpPOBOYHOM Habope
JaHHBIX MOJICYMTAHO YHCIIO My ; TOKEHOB, KOTOPbIE 00pabaThIBAIOTCS IKCIIEPTOM C HHJIEKCOM j €
1,..,P. Torma MOXHO ONpEAENUTh SMIMPUUECKYIO BEPOSTHOCTb AKTHUBAIIMU JKCIEpTa j HpH
MOMOIIY HOPMaJIU3alHu:
n;, j

b=
Z =1 W)
Ha ocHOBe MOIy4eHHOTO pacIpefesiCHUs] BEPOATHOCTEH BBIYUCIIACTCS SHTPONUS aKTHBAIMI UL
MoE-6noka o popmyse lllenHona:

P
I == lez,ilogpl.i
iz

JlaHHas BeIWYMHA DOCTHraeT MakcumyMma logP B ciydae CTPOrO paBHOMEPHOIO paclpeneleHHs
aKTHBAIMH MEXJy BCEMH SKCIEPTaMH M CTPEMHTCS K HYIIIO, KOT/a TT0/JaBIIsomIee OONBITHHCTBO
TOKEHOB HAIPaBIIAETCS K OJHOMY HJIM HECKOIBKHM JOMHHHPYIOIINM SKcTiepTaM. Takum ob6pasom,
SHTPOIHSA [; CIY>KUT yHLOOHOU CKAaJSIPHON METPUKOHU, XapaKTepHu3yrolieil, HaCKOJIbKO PaBHOMEPHO
3aJeHCTBOBAHBl OKCIEPThl BHYTPH KOHKpeTHOro MoE-cios npu o0paboTke 3agaHHOTO
KanuOpoBOYHOro Habopa.

s konkpetHoit mogenu Qwen3-30B-A3B, conepxameit 48 MoE-61okoB no 128 skcrepToB B
Ka)KIOM, Pe3yJIbTaT BBIYMCIICHHS SHTPOIMH JUIS Pa3HBIX KATMOPOBOYHBIX NAHHBIX IPECTAaBIICH HA
puc. 1. MOXHO 3aMeTHTB, uTO JuIsi HA0OpOoB AaHHbIX wWikitext2 [27], C4 [28] u GSM8k [29] cpennee
3HAYCHUE SHTPONTHH TpuMepHO Ha 10-15% Hmke MakcUMaTbHO BO3MOXKHOT0, a qucnepcus no MoE-
0JI0KaM pacTeT B 3aBUCHMOCTH OT THIIA JOMEHA KaIHOPOBOYHBIX NaHHBIX. Hanbonee KoHTpacTHAs
kaptuHa Habmonaercsa w1 GSMSK: B page MoE-610Kk0B sHTponus pe3ko Hagaer, yKasblBas Ha
HaJIu4ue SBHO JOMHUHUPYIOIUX 5KCIEPTOB, 4Yepe3 KOTOpble IPOXOAUT MOJABIAIOIIAs OIS
TOKEHOB, B TO BpeMs KaK OCTaJbHbIE OSKCIEPTHl AKTUBUPYIOTCS OSIH30AUYECKA HUIH HE
UCIIOJIB3YIOTCSI BOBCE.
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Puc. 1. 3agucumocmo sumponuu MoE-610x06 modenu om karubposounvix oannwix 011 Qwen3-30B-A3B.
Fig. 1. MoE-block entropy for differentcalibration data for Qwen3-30B-A3B.

Hab6mromaemast 3aBHCHMOCTB SHTPOININN aKTHBALUK OT JOMEHHOH MPHHAIEKHOCTH U CTHIUCTHKH
KaIMOPOBOYHBIX JAHHEIX yKa3bIBAaeT HA TO, YTO HM OAMH OTJENBHO B3ATHII HAOOp HE CIOCOOEH
00ecTIeYnTh PaBHOMEPHYIO aKTHBAIIHMIO BCEX IKCIEpTOB BO Bcex MoE-Omokax. B cBs3u ¢ »TiMm B
HacTosimelr  pabore  mpemmaraercs  (OPMHPOBaTH  KadMOpOBOYHBIH — Habop  myTéM
LEJICHAMPABICHHOTO  CEMIUIMPOBAHUA IOCJIEIOBATENBPHOCTEH U3 HECKOJIBKMX MCTOYHUKOB,
OXBAaTHIBAIOIIUX PpA3IMYHBIC TPEAMETHBIE O00OmacTH (IOMEHBI) |, BO3MOXKHO, Da3IHYHbBIE
€CTeCTBEHHbIE s3bIKH. lleneBoil (yHKIMeH Takoro CeMIUIMPOBAHUS SBISETCS MaKCHMM3AIWSA
MHHUMAJIBHOH 110 BceM MoE-010kaM SHTPOITNM aKTHBAIHI SKCTIEPTOB.

5.2.1 Anroputm ceMnIMpoBaHUs KanMGpoBOYHbIX AaHHbIX

Hmxe npepcrasieH GopMaan3oBaHHBIIN KaIHEIH alTOPUTM IIOCTPOSHHUS KaTHOPOBOYHOrO Habopa,
OPHEHTUPOBAHHBIH Ha IMOBBINIEHHE SHTporHd MOE-G10KOB. ANTOPUTM NpeArNoiaraeT Hajludue
Habopa NCXOHBIX KOPIYCOB, COOTBETCTBYIOIIHX PA3INYHBIM JJOMEHAM U SI3bIKaM, a TaKKe [eIeBOH
MOJISIIH, A1 KOTOPOH MOXKET OBITh A()()EKTUBHO IOJCUNTaHA CTATHCTUKA aKTHBAIIMN SKCIIEPTOB.
Bxon: npenobyuennas MoE Momens, Komiekius Habopos AaHubIX {Dp, 1M _,, Tpebyembrit pasmep
KanuOpoBoyHOro Habopa B
Bobixoa: kanuOpoBouHblit HA00P D
Hlary angropurMa:
1. Jina xaxzaoro 610ka | ¥ Kax10ro 9KCrepTa MHULUMATM3UPOBATh CUETUHKH 1 j HYJIAMH,
3ajath mycroit Dy
2. IloBTOpATH IO TEX mop, moka odmuil pasmep D, He JOCTUTHET B:
a. PaBHOBeposATHO BHIOpaTh OAMH U3 HAOOPOB NAHHEIX D,,, U3BJICUb CITyYalHYIO
noABbIOOpKY S. Eciu Habop ucuepmay, 10IMycKaeTcs ero MOBTOPHOE UCHOIB30BAaHUE C
[peIBApUTEIBHBIM [IEPEMELINBAaHUEM.

[IpomycTuts S Yepe3 MOzIENb U OOHOBUTH CUETIUKH 7, ;.
Ha ocHOBe OOHOBIEHHBIX CUETUNKOB BHIYUCIHTD TEKYITYIO SHTPOIHIO aKTUBAIINH I;.
OnpenenanTs 60K ¢ MUHUMANBHOH dHTponueit: [* = argmlinHl.

ao o

e. Kpwutepuii npunsitust noaABbIOOPKU: eciy SHTporus Hj« yBeTHIniIach 1o
CPaBHEHHUIO C MPEABIAYIIHM 3HaUCHUEM, 3a(DHKCUPOBAHHBIM JJI 3TOTO e OJI0Ka, TO
106aBuTh S B D.y;. B MPOTHBHOM Cily4ae OTKJIIOHUTDH HOABBIOOPKY.

Pesynbrar BhruMcneHus sHTponuu Ha Mmoaenu Qwen3-30-A3B g mosydeHHOro C IMOMOIIBIO
JTAHHOTO aJropUTMa KaTMOPOBOYHOTO HabOpa JaHHBIX MOYKHO HaOJII0IaTh Ha pHC. 1 B BHIE KPHBOM
C Ha3BaHHEM «OUD.
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HpaKanecxne JIETAJIU 110 peau3alnu:

1) Wlaru 1-2 mOBTOPSUTHCH VIS ONIPEAEICHUS PA3HBIX KATHOPOBOYHBIX JAHHBIX HYXKHOTO
pa3mepa. Beioupascs HabOp ¢ MaKCUMaIbHOW MHUHUMAJIBHON SHTPOITHEH.

2) ®opMHUpPOBAaHHE UCXOJHON KOLIEKIMM HAG0POB AaHHbIX {D;, }M_, ocymiecTpsiocs Ha
OCHOBE TeXHUUYECKOro oT4yeTa it monenn Qwen3-30-A3B. McxonHblii npeno0ydeHHbIH
KOPITYC SIBISI€TCSI 3aKPHITHIM, OJJHAKO IIPEACTABIEHHOE B OTUETE OMHMCAHNE TTIO3BOIHIIO
1O00PAaTh U3 OTKPHITEIX HCTOYHHKOB HAOOPHI JTAHHBIX, BOCIPOM3BOIAIIIE KIIOUYCBHIE
JoMeHBI. VX Hcrob30BaHUE TTOCTIOCOOCTBOBANIO TTOMYyYEHHIO KATHOPOBOYHOM BEIOOPKH C
BBICOKOH SHTPONHEH OTHOCHTETHEHO 0a30BBIX HAOOPOB.
Takum oOpazom, hopMHUpyeTcs: KaluOpOBOYHBIN HabOp, oOecHeYnBAOIINI 6oJiee paBHOMEPHYIO
AKTHBAIINIO SKCIIEPTOB II0 CPABHEHUIO C JTIOOBIM N3 6230BBIX HAOOPOB MO OTJAENBFHOCTH, YTO, B CBOIO
odepe/Ib, JOIDKHO ITOJIOKHUTENBHO CKa3aThCsl HA Ka4ecTBe IOCIEIYIOMEero KBAaHTOBAHUS METOIOM
GPTQ.

5.3 KBaHTOBaHMe 3KCNEepTOB B pPeXXMMe CMeLUaHHOW TOYHOCTH

Ucnonesyemsiii B padore Meron GPTQ B xomOuuammu ¢ INT ¢dopmaroM KBaHTOBaHHS IO
YMOJTYaHUIO onepupyeT eaunon paspsaHoctsio (INT4, INT3 wmu INT2) asst Bcex TMHEHHBIX CIIOEB
Mmozenu. Takolt moaxon, 0e3yclIOBHO, ya00€H ¢ MH)XCHEPHOH TOYKU 3PEHUs, OTHAKO Pa3IHIHBIC
[apaMeTphl, PaBHO KaK M OTJEIbHBIC SKCIEPTHl BHYTPH OAHOro MOE-010Ka, IeMOHCTpUPYIOT
HEOJUHAKOBYIO UyBCTBUTEIBHOCT K MOHIKEHHIO TOUHOCTH IpEJCTaBIeHNs BecoB. B pesynbrare
HOSBHUJIOCH 11€J10€ HAalpaBJIeHHE 110 KBAHTOBAHUIO BECOB C UCIIONb30BaHUEM CMEIIAHHOH TOYHOCTU
(mixed-precision quantization), KOTOpoe MO3BOJIAET HA3HAUATh PA3IMUYHYIO Pa3psSAHOCTh Pa3HBIM
KOMIIOHEHTaM MOJIEIIH, KaK MPaBHJIO IIETBIM JIMHEHHBIM CIIOSIM HJIH ONPEIETICHHBIM YaCTIM MaTpPHI
MapaMeTpoB.

B kontekcte MoE-Moneneir HEOOXOAMMOCTh NMPUMEHEHHS CMEIIAHHOW TOYHOCTH CTAHOBHTCS
O4YEBUIHOH NpU aHANIK3€ TEKYIIUX Pe3yIbTaTOB COBPEMEHHBIX padOT 10 KBaHTOBaHUIO. Heckombko
uccnenosanuil [23-24] orMedaroT, uTo KBaHTOBaHUE B 4 U Aaxe B 3 Ourta ui1s MoE-apxurekryp
OCYIIECTBIIACTCS MPaKTHIEeCKH Oe3 moTepsb no cpaBHeHUto ¢ FP16. OnHako mpu UCHONb30BaHUU 2
OUT 171 BCeX 3KCIEPTOB HAOMIOAaeTCs pe3kasl, 3a4acTyro KaracTpoduueckas IpocajKa B KauecTBe.
Taxoe nmosnoxxeHue nen noarsepkaaer npumenenue merona GPTQ k moxensm Qwen3-30B-A3B,
Mixtral-8x7b ¢ wucnonb3oBaHHeM (UKCHUPOBAHHOTO (opmaTa KBaHTOBaHMS. Pe3ynbrarsl
npeJcTaBleHbl Ha pyc. 2. KauecTBo reHepaluu TEKCTa, OLICHMBAEMOE € OMOIbIO TOYHOCTH OTBETa
MOZENU Ha OIpeJleJieHHble BOIPOCHI, Ipu Hcmoib3oBaHuu INT2 yxynmaercs Ha 25-50% B
3aBUCUMOCTH OT 3aJa4H.

- e
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-
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TouHocTh (Accuracy)

TouHOCTh (ACcuracy)

n Tieha =y : neta g
Berrimapk (Benchmark) Benumapy (Benchmark)

Puc. 2. Mempuku kawecmea mooenu Qwen3-30B-A3B (cresa) u
Mixtral-8x7b (cnpasa) npu pasiuuHbix pesrcumax K8aHMoBAHUSL.
Fig. 2. Zero-shot accuracy for Qwen3-30B-A3B (left) and
Mixtral-8x7b (right) with different quantization formats.
TakuM 00pa3oM, ONTHMAJILHBIM HANpaBJICHUEM JUIsS TeKylero cxarus MoE-moneneit siisercs
UCIIOJIb30BAHUE KBAHTOBAaHHS B CMEUIAHHON OMTHOCTH, 2 MIMEHHO, paclpelesieHue pa3psIHOCTH
mexay INT3 u INT2 mns pasmuussix skcmeprToB. KiroueBodl 3amadeil mpu 3TOM CTaHOBUTCS
pa3paboTka METPUKH, KOTOPAast HO3BOJIMIIA OBl aIEKBATHO ONPENENIUTh YyBCTBUTEIBHOCTh KaXKA0TO
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9KCIepTa K MOHWKEHHIO TOYHOCTU U HAa OCHOBE 3TOM OLICHKU NPUHATH pEeLlIeHHE O HA3HAUCHUU EMY
TOUW MJIM MHO# OUTHOCTH.
B pabore mnpemmaraercs OIEHKa, ONMPAIOIIAACS Ha Pe3yJbTaThl, IOJNydeHHbIE B OO0JIACTH
npopexuBanus MoE-apxurektyp. B psage ucciaenoBanuit [26] sKcIiepIMEHTaIbHO YCTaHOBICHO,
YTO HAaUMEHee 3HAUMMBIMHU C TOUKH 3peHHs (PUHANIBHOTO KayecTBa MOJEIM OKa3bIBAIOTCA Te
9KCIIEPTBI, Yell BKJIaJl B pe3yIbTUPYIONIHI TeH30p Ha BbixoJe MoE-010ka ABIseTCsl MUHUMAIbHBIM.
®opmanbHO I OKCTEpTa fi; BHYTPH OJloka € HMHIEKCOM | BBIYHCIEHHME NPOM3BOIMTCS
CIEAYIOIUM 00pa3oM:

Sy = X allf; 2

| X0, xéx,;

B ¢opmyne X;; - MHOKECTBO TOKEHOB ISl OKCMEPTA f j, KOTOPBIE OOPabaThHIBAIOTCA NaHHBIM
SKCIIEPTOM, 4TO O3Ha4aeT |X; j| = ny ;.
MHbIMu cioBaMu, MOTHBALUS HCIOJIB30BAHUS JaHHOT'O 3HAU€HUS TAKOBA, YTO €CJIH U1 HEKOTOPOTo
JKCIIepTa MpPOU3BEJECHHE HOPMBI €ro BBIXOJHOTO BEKTOpa Ha COOTBETCTBYIOIIUH BECOBOH
K03 HUIMEHT MapIIpyTH3aTOpa HEBEINKO, TO O0JIee arpecCHBHOE KBAHTOBAHHE TAKOTO SKCIIEPTa C
BBICOKOH BEPOATHOCTBIO HE NMPUBEJET K CYIECTBEHHOM Jerpafalui KauecTsa.

Baxnoe 3ameuanue: Uit Mopenenon skcmepToM noHuMaercas MLP 610k cocrosmuid u3
KOMOWHAIIMH TPEX JIMHEHHBIX CNOEB. 3HAYEHUE S; ; BHIMUCISAETCS [T dKCTepTa uenukoM. Takum

06p330M, HCIIOJIb30BAaHUE TaHHOM METPUKU NPEATIOIaracTt, 4To JIMHEWHBIC CJIOH BHYTPU OJAHOI'O
JKCHepTa BCerjaa UMET OANHAKOBYIO OHTHOCTB.

6. Pesynbmamai

B nannom paszene npeacTaBieHsl pe3ysIbTaThl, MOTY4YE€HHbIE B X0/I€ SKCIIEPUMEHTaIbHON IPOBEPKH
MPEAJIOKESHHOTO KOMIUIEKCa MOAN(HUKALNN METOJOB KBaHTOBaHus sl MoE-mozenel, Britovas
OLICHKY Ka4eCTBa Ha CTAHAAPTHBIX TECTOBBIX 331a4aX, aHAJU3 BIMSHHS OTACIBHBIX KOMIIOHCHTOB
HpeUIaraeMoro MoAXo/1a U CpaBHEHHE C CYLIECTBYIOIINMHI PEIICHUSAMH B JTAHHOH 0071acTH.
LeneBasi MoxesIb: SKCIIEPUMEHTHI TPOBeAEHHI Ut Moneneld Qwen3-30B-A3B u Mixtral-8x7b [11].
Metoa KBaHTOBaHHMsI: B JaHHOW paboTe npemnaraercs ucnonszoBate GPTQ [18] B xauectBe
OCHOBHOT'O ME€TOJ1a KBAaHTOBAHUSL.

Kondurypamus: xsanrosanuto noasepratorcst B INT3 u INT2 dopmats! ToIBKO JIMHEHHBIE CI0H
n3 MoE-0110k0B, OCTaJIbHBIC TapaMeTphbl OcTaloTcs B popmate FP16.

KanubpoBounbie gaHHbIe: (OPMHPOBAHME BBIOOPOK OCYIIECTBIUIOCH C HCIOJNB30BAaHUEM
HabopoB nanubix Wikitext [27], C4 [28], GSMS8k [29] (train), OpenWebMath [30], CulturaX [31],
Nemotron [32].

Kpurepuun kavecTBa: OIleHKa KayecTBa TIEHEpAllMU OCYILECTBIsUIaCh C HCIOJB30BaHUEM
CIELHA3UPOBAHHBIX TEeCTOBBIX HabopoB nanHbix ARC [33], HellaSwag [34], PIQA [35],
Winogrande [36] B 0-shot pexxume (B Tabiinax yka3plBaeTcsi CpeIHss TOYHOCTH IO BCEM 3a/1a4aM
B KOJIOHKe ¢ Ha3BaHue «0-shot tasks»), a Taxke Ha MMLU [37], MMLU-Pro [38] u GSM8k [29] B
5-shot pesxiMe, B KOTOPBIX BEIYHMCIIAETCS TOJIS MPABIIEHBIX OTBETOB Ha TEKCTOBEIE 3aIIPOCHL.

B Tabn.1 npuBeneHs! pe3ynbTaThl (B MPOLEHTAX) KBaHTOBaHUSA LeneBoi monenu B INT3 dopmar
(6e3 cMemanHO# ToyHOCTH) Uit OazoBoro BapuaHta GPTQ wu mis mpemnokeHHOro B paboTte
YCOBEPLICHCTBOBAHUS C JOMHOXKEHHEM T'eCCHaHa Ha KO PUIIMEHTH MapIIpyTH3aTopa (B TabIHIe
0003HaYeH Kak «+ routingy). st KayKI0ro U3 METOAOB BHIYUCIICHBI 3HAYCHHS TS TPEX Pa3InIHbIX
KanuOpoBouYHBIX AaHHBIX: wikitext, GSM8k (train wacts) u Sampled (kanuOpoBoYHBIE NaHHEIE,
coOpaHHBIE MPU MTOMOIIU AITOPUTMa U3 MyHKTa 5.2.1).

AHanu3 pe3yIbTaToB IOKA3bIBAaeT, YTO MOAU(HUIUPOBAHHOE BBHIUHCICHUE I'€CCHAHA IPHUBOJUT K
CTaTUCTUYECKU 3HAYMMOMY YJIy4IIIeHHIO kKauecTBa Ha OonbinHCcTBe 0-shot 3agayu. MHEIMU cioBamu,
it TecToBblx HabopoB ARC, HellaSwag, PIQA u WinoGrande HaOmromaercst yCTOMYUBBIN
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MIPUPOCT TOYHOCTH, IOCTHTAIOIINH B OTIENIBHBIX CIy4YasX HECKOJIBKUX MPOLIEHTHBIX MYHKTOB. B TO
JKe BpeMs 11t 6oJiee CIIOKHBIX TecTOBBIX HabopoB MMLU u MMLU-Pro nu3mMeHeHus OKa3bIBAIOTCS
CYLIECTBEHHO MEHE€ BBIPAKEHHBIMHU M, KaK IPaBMJIO, HAXOAATCS B IpelesaX CTaTUCTUYECKOU
norpemHocTH. JlaHHBIA 3¢QQekT, mo Bcell BUINMOCTH, OOBSCHAETCS (QyHIAMEHTATEHBIMU
pasIMYMAMH B NIPHUPOJE yYKAa3aHHBIX TECTOBBIX HAOOPOB MaHHBIX. TectoBble kpurepun MMLU u
MMLU-Pro cocrosar wu3 BONpPOCOB, TPeOYIOIMHUX TJIyOOKHMX MpPEAMETHBIX 3HAHHHA W3
CHCIUATTM3UPOBAHHBIX 00JIACTEH, U SIBISIFOTCS 3HAYMTENBHO OOJiee TPYAHBIMH ISl MOJENEH, YeM
CTaHJApTHBIE TECThl HAa 3/paBBIi CMBICI. B yCIOBHSIX BBICOKOW CIIOKHOCTH 3a/JaydM M, Kak
crneacTBUe, OOJblIel HEONpeNeNEHHOCTH B MPENCKa3aHUsX, JOKAIbHbIE YIYYIICHUS, BHOCHMBIC
MIOCJIOMHOM ONTUMM3alMel KBaHTOBAHUSA, OKa3bIBAIOT MEHBIIIEE BIUSHIE Ha UTOTOBBIN pe3yibTar.
Takum 00pa3oM, BBIMTPBIII OT Oojiee TOUHOHM aNmpOKCHMAallUM IeCCHaHa HUBEIHPYeTCs oOlieit
BBICOKOM BapHaTHUBHOCTHIO OTBETOB MOJENM HA CIEHMAIU3UPOBAHHBIX BOINPOCAX, YTO JeNaeT
MPUPOCT KayecTBa MEHee 3aMETHBIM 110 CpaBHEHUIO ¢ Gonee mpocteiMu 0-shot 3amagamu.

Tabn. 1. Pezynomamor keanmosanusi Qwen3-30B-A3B ¢ INT3 ¢popmam c/be3 ucnonvzosanus routing ons
pasnvix kanubpoeounvix dannvix memooom GPTQ. 3uauenus ykaszanvl 6 npoyenmax.

Table 1. Results for INT3 Qwen3-30B-A3B model GPTQ quantization for different calibration data and
routing strategy. Values are given in percent.

Meropn KamiGpososmtie 0-shot tasks MMLU MMLU-pro GSM8k

JIaHHbIE

FP16 - 72.6 79.6 69.5 87.3

GPTQ 66.2 63.4 58.1 75.1
wikitext

GPTQ + routing 66.7 63.2 57.8 78.1

GPTQ 63.2 60.1 57.3 84.2
GSM8k

GPTQ + routing 63.1 60.4 58.3 84.3

GPTQ 66.5 63.5 60.2 84.1
Sampled

GPTQ + routing 67.2 64.1 60.1 84.5

CpaBHeHHeE pe3yJIbTaTOB JUTS PAa3IMYHbBIX KaTMOPOBOYHBIX HAOOPOB MO3BOJISET CACNATh CIACAYIONIHE
HaOmonenns. Hawnyuymme mokasatean  KadecTBa  JOCTHUTAIOTCS INPH  WCIOJB30BaHHU
MpeIUIOKEHHOro B paboTe Habopa AaHHBIX (0003HaueHHOro Kak «Sampled»), 4To cormacyercs ¢
BBIZIBUHYTHIM paHee MPEIoNIOKEHHEM O HEOOXOJMMOCTH MaKCUMHU3ALUK SHTPOIUH aKTHBAIMH
OKCIIEPTOB JUIS TOBBHIIICHHS S(QQEKTHBHOCTH KBaHTOBaHMA. [IpuMedarensHO, YTO 3a CUET
NPUMEHEHHS MPEUTOKEHHON Ipouenypsl GpopMupoBaHus cOaaHCHPOBAHHOW BBIOOPKH YIAIOCh
JOOWTBCSL YIyYlIEHHS METPHK Ha BCEM CIIEKTPE PACCMOTPEHHBIX TECTOBBIX KPUTEPUEB IO
CPaBHEHHUIO CO CTAHIAPTHBIM KaJTMOPOBOYHBIM Habopom Wikitext.

OTeapHOro BHUMAaHUS 3aCiyKUBAeT Cly4dail ncronb3oBanus Habopa nanHbix GSMSK B kavecTBe
kanubpoBouHoro. Kak BumHO u3 Tabi. 1, Takas KanuOpoBKa MPUBOJMT K BEIPAKEHHOI Aerpaganun
KadecTBa Ha MOJABIIAIONIEM OOJBIIMHCTBE TECTOBBIX Ha0Opax JaHHBIX, B TO BpeMs kak Ha GSMS8k
TOYHOCTH COXPaHSETCSd Ha CPaBHUTENBHO BBHICOKOM ypoBHe. [lo00HOE moBeneHHEe C BHICOKOW
JIOJIeil BEPOSTHOCTH OOBSICHAETCS Y3KOH NOMEHHOW ClielHaIn3alueld KaaTHnOpOBOYHBIX JAHHBIX:
GSM8k comepXHT HCKIIOUUTENFHO MAaTeMAaTHYeCKHe 3aladd, 4TO0 (POPMHUPYET CMEIEHHYIO
CTaTHCTUKY aKTHBAIUI SKCIIEPTOB (M, COOTBETCTBEHHO, HU3KYIO SHTPOIHIO, pHC. 1).

Jlns OIeHKHM NpaKTHYeCKOH NPHMEHHUMOCTH METPHKH YyBCTBHTEIBHOCTH O3KCIEPTOB ObLIa
MPOBE/ICHA CEepUsl SKCIICPIMEHTOB II0 KBaHTOBAHMIO Mojeieil B (hopMaTre CMENIaHHOW TOYHOCTH.
Hcnons3oBanuch Bee NMpeyioxkenHbie panee Moaudukarmu st metoga GPTQ. B coorBercTBHHM ©
ONKMCAaHHON paHee MPOLETYPOH, JUIsl KaX/I0T0 3KCIEPTA BBIYMCIISAIOCH 3HAUEHHUE Sy ;, TIOCIIE Yero
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OKCHEPTHl PAHKUPOBAIMCH B  IOPSAAKE BO3pACTAaHUs JaHHONW BennmuuHbl. Hammenee
yBCTBUTEBHBIM KCIIEPTAM (C HAMMEHBIIMMH 3HAYEHUSAMH S ;) HA3HAYANach PaspsAIHOCTh 2 6uta,
TOrJa KaK OCTaJbHbIE JKCIEPTHl KBAaHTOBAIUCH B 3 OuTa. BapbupoBaHme IONM 9SKCIIEPTOB,
MEepPEeBOUMBIX B 2-OMTHBIA (hopMaT, MO3BOIIIIO MOJIYYUTh HAOOP KOHOGHIYypauuil ¢ pa3ImIHON
cpeaHel GUTHOCTBIO.

Ha puc. 3 mpezacTasieHa 3aBUCUMOCTh TOYHOCTH KBAHTOBAHHBIX MOJENICH Ha TECTOBBIX Habopax
GSM8K u MMLU ot cpeaHell OUTHOCTU SKCIIEPTOB, a TAKKe OTMEUYCH YPOBEHb KauyecTBa,
COOTBETCTBYIOIIMIA 0a30BoMy KBaHTOBaHMIO B INT3. MOXHO 3aMeTUTh, YTO CHIIKCHHE
paspsaHoctd 11 10% HauMeHee 4yBCTBHUTEIBHBIX IKCIEPTOB (YTO COOTBETCTBYET CHHIKECHHIO
cpeaHei OuTHOCcTH 10 2.9) HPHBOANT K INPEeHEOPEKHUMO MaloMy MajeHHI0 To4yHOCTH. [lpm
YBETHYEHHUH 0NN 2-OUTHBIX 3KcepToB 10 20-30% (cpexusist OUTHOCTH 2.7-2.8) OTEpH OCTAIOTCS
YMEpPEHHBIMH M MOTYT CUHTAaThCSl TPHEMIIEMBIMH B CIEHApHAX, T/ IPUOPHTET OTHAETCS
YMEHBIIEHHIO pa3Mepa MOIEIH, a He COXPAHEHHIO aOCOFOTHON TOYHOCTH.

B Tab11. 2 npuBeneHo cpaBHEHHE MPEIOKEHHOTO METO/IA C CYIIECTBYIOMNMY noaxonamu. Ciexyer
OTMETUTh, 4YTO JUIi OOJNBIIMHCTBA METOAOB B OTKPHITHIX HCTOYHHKaX OTCYTCTBYIOT
omyONMMKOBAaHHBIE pe3yldbTaTbl IPUMEHUTENbHO K Mojemun Qwen3-30B-A3B, mnostomy
comocrasnenue orpanuueHo noaxoaamu RTN, GPTQ nu MoEQuant.
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Puc. 3. Usmenenue xauecmsea na mecmosvix nabopax GSM8k (cresa) u MMLU (cnpasa) npu ucnonvzosanuu
cMewanto moyHOCHuU.
Fig. 3. GSM8k (left) and MMLU (right) accuracy for different average bits per weight quantization settings.

Tabn. 2. Cpasnenue memooa GPTQ ¢ npednojicerHbIMU MOOUDUKAYUSIMU RPOMUB CYUJECNBYIOUJUX
aneopummos no keanmosaruio MoE ons modenu Qwen3-30B-A3B.
Table 2. Comparison between GPTQ with proposed modifications and existed solutions for Qwen3-30B-A3B.

Meton Cpenusia 0-shot tasks MMLU GSM8k
OUTHOCTD
FP16 16 72.6 79.6 87.3
RTN ~25.0 ~20.0 ~25.0
GPTQ 66.2 63.4 75.1
MoeQuant 3 66.8 64.1 83.8
GPTQ
+routing 67.2 64.1 84.5
+sampled data
GPTQ
+routing
| sampled data 2.8 66.7 62.1 84.0
H+mixed precision
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B xondurypamum INT3 mpemnokeHHbIH METOJ JEMOHCTPUPYET HAWIy4IIHE ITOKa3aTelnu Cpead
BCEX PacCMOTpPEHHBIX, MpeBocxons Kak cranaapTHeld GPTQ, Tak 1 MoEQuant. IIpu nepexone
CMEIIIaHHOI TOYHOCTH CO cpexHeil OMTHOCTBIO 2.8 Ka4yecTBO MOJENM OKHMAAEMO HECKOJIBKO
CHIDKAeTCsl OTHOCHTeNnbHO BapmanTa INT3, ogHako ocTaéTcsi CONMOCTABHMBIM C pe3ylIbTaTaMH
MoEQuant. TakuM 00pa3om, TpeIoKEHHBIH MTOAXO0/1 TO3BOJISET TOCTHYB 00JIee BHICOKOH CTeTEHH
CXKATHS IIPH COXPAHEHWH KOHKYPEHTOCTIOCOOHOTO YPOBHS TOYHOCTH.

7. 3aknryeHue

B Hacrosmel pabore paccMOTpeHa 3aJada MOBBILCHUS 3(G(PEKTHBHOCTH MOCTTPEHUPOBOYHOTO
KBAaHTOBAHUS OOJIBIINX S3BIKOBBIX MOJENEH, IIOCTPOCHHBIX 0 APXUTEKTYPE «CMECh 3KCIEPTOB)Y.
AHanu3 CyIIECTBYIOIIUX pEUIEHUH CBUAETENbCTBYET, YTO IPSMOE HCIONb30BaHUE METOJOB
KBaHTOBaHUS, OTPaOOTAHHBIX HAa CTaHIAPTHBIX TpaHchopmep-mozaenax (Hampumep, GPTQ), B
KOHTeKcTe MOE-apxuTekTyp compoBOXkIaeTcs OLUIyTUMOH MoTeped kadecTBa. DTO 00yCIOBIEHO
npeHeOpe)keHHeM  JIByMsl  KIIOYeBBIMH  ocobeHHOCTsIMH ~ MOoE:  paspexxeHHoit  u
HecOaTaHCHPOBAaHHOH  aKTUBAIMEH OKCIIEPTOB, a TaKkKe B3BEMIMBAIOMIUM  BIUSHHEM
MaplIpyTH3aTopa Ha HUX BBIXOAbl. B paMkaXx wuccienoBaHMA IPEIOKeH KOMILIEKC
B3aMMOCBS3aHHBIX MojuduKanuii 6asoBoro anropurma GPTQ, HampaBIeHHBIX Ha IPEOONEHHUE
yKa3aHHBIX orpaHHdIeHni. Bo-nepBbIx, pazpaboTana nmpouenypa GopMHpoBaHHUS KaTHOPOBOYHOTO
Habopa IMyTéM CeMIUTMPOBaHHS MOCIEA0BATENBHOCTEH 3 HECKOIBKHIX JIOMEHOB, OPHEHTHPOBAHHAS
Ha MaKCHUMHU3AIMIO SHTPOIMU aKTHUBAIMK 3KCIEPTOB B KakaoM MoE-0ioke. DkcnepuMeHTanbHO
MOATBEPKACHO, UYTO MPEUIOKEHHBIN IOAXOA MO3BOJISIET YIYYIIMTh KAaueCTBO KBAHTOBaHHOM
MOJENM Ha BCEM CIEKTPE PAcCMOTPEHHBIX TECTOBBIX 3ajad. Bo-BTOpBIX, MNpelIoKeHa
MoauGUKaIKs BBIYUCICHHUS IeCCHaHa, BKIoUaromas KodpduuuenTsl MapupyTusaropa. JaHHoe
U3MEHEHHEe IO03BOJIeT Oojiee TOYHO AaNNpPOKCHUMHPOBATH BKJIAJA KaXJOro 3KCIepTa B OIIMOKY
KBaHTOBaHUS M, Kak cle[cTBHE, d(P(EeKTHBHEEe KOMIICHCHPOBATh BO3HMKAIOIINE HCKaKeHHs. B-
TpeThHX, Ha OCHOBE aHaiam3a paboT mo npopexusBaHuio MoE-Mozenell BBeneHa MeTpHKa
YyBCTBUTENBHOCTH OKCIepra. I[loka3saHo, dYTO HJaHHAas MeTpHKa MO3BoisieT 3((PeKTHBHO
PaHKUPOBATh SKCIIEPTOB MO CTENEHU JOIyCTUMOMN arpeCCHBHOCTH KBaHTOBAHUS, YTO B PE3yJIbTaTE
MO3BOJISIET YMEHBIINTh CPEIHIOI0 OHTHOCTH JKcrepToB Ha (0.2 6e3 ocoboi moTepu B KadecTBe
TeHepaluy TEKCTOB.
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